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Abstract

This paper presents our Complex Answer
PAragraph Retrieval (CAPAR) system de-
signed for our participation in the TREC
Complex Answer Retrieval (CAR) track.
Because we were provided with a massive
training set consisting of complex ques-
tions as well as the paragraphs that an-
swered each aspect of the complex ques-
tion, we cast the paragraph ranking as a
learning to rank (L2R) problem, such that
we can produce optimal results at test-
ing time. We considered two alterna-
tive Learning to Rank (L2R) approaches
for obtaining the relevance scores of each
paragraph: (1) the Siamese Attention Net-
work (SANet) for Pairwise Ranking and
(2) AdaRank. The evaluation results
obtained for CAPAR revealed that the
Siamese Attention Network (SANet) for
Pairwise Ranking outperformed AdaRank
as the L2R approach for CAPAR.

1 Introduction

While the problem of textual Question Answer-
ing (QA) is not new, most previous research has
considered it as either (a) an extension of infor-
mation retrieval, in which an exact answer is re-
turned to a question instead of a ranked list of
relevant documents; or (b) a reading comprehen-
sion task, in which the answer to a question is
provided by processing only one document. Al-
though several decades of research have been ded-
icated to both forms of QA, most systems tackled
only simple forms of questions, known as factoid
questions, e.g. “What is Population of New York
City?” or“What does a sea turtle eat?”. However,
not all questions of interest are simple. The need to
process complex questions, e.g. “What are the key
activities in the research and development phase of

creating new drugs?” was considered in the pio-
neering work reported in (Harabagiu et al., 2006),
where complex questions were decomposed into
a series of simple questions, capable of being ac-
curately processed by state-of-the-art QA systems
of that time. Nevertheless, research in QA involv-
ing complex questions is still needed, as many is-
sues remain unresolved. In order to encourage re-
search in the retrieval of answers to more com-
plex information needs (e.g. “Explain the features
and issues of the new iPhone.”), in 2017 the Text
REtrieval Conference Complex Answer Retrieval
(TREC CAR) track was designed to evaluate sys-
tems performing open-domain, complex answer
retrieval. One of the most interesting character-
istics of this task is its reliance on Wikipedia.

Wikipedia is a vast online encyclopedia contain-
ing over 5 million articles. The TREC CAR track
is based on the assumption that a Wikipedia article
represents a complex topic, presenting information
about different aspects of the topic contained in
the paragraphs of each section and subsection. If
the complex topic is viewed as a complex ques-
tion, than its complete answer should consider all
the aspects of the topic. Therefore, given a com-
plex topic articulated as the title of a Wikipedia ar-
ticle, the table of contents of the article should also
be considered as an expression of a complex ques-
tion. For example, consider the complex question
(CQ) regarding the “Sea Turtle”, the CQ is repre-
sented by (1) the title of a Wikipedia article along
with (2) all its characterizing aspects, expressed
in the table of contents of the article, organized
in sections and sub-sections, as illustrated in Fig-
ure 1. The article title (“Sea Turtle”) specifies a
broad, complex topic and each section in the ta-
ble of contents represents a subtopic or aspect of
the topic represented by the article title. Nested
sections represent more specific aspects of a topic
(e.g. the “Diet” section of the Sea Turtle article
is a subtopic of its “Ecology” section which is a



Title:
Sea Turtle

Table of Contents:
1. Description
2. Taxonomy and evolution

2.1 Cladogram
3. Distribution and habitat
4. Life cycle
5. Physiology

5.1 Osmoregulation
5.2 Thermoregulation
5.3 Diving physiology
5.4 Fluorescence

6. Ecology
6.1 Diet
6.2 Relationship with humans
6.3. Importance to ecosystems
6.4. Conservation status and threats
6.5. Symbiosis with barnacles

Figure 1: Example of complex question as the
topic “Sea Turtle”. Each complex question is rep-
resented by (1) the title of a Wikipedia article and
(2) its table of contents.

subtopic of the sea turtle in general). Moreover,
in a Wikipedia article, each section contains text
paragraphs that describe the aspect of the topic as-
sociated with that section. Moreover, within the
text of the paragraphs, mentions of entities are ob-
served, where an entity mention corresponds to a
link to another Wikipedia article.

The TREC CAR track provided two tasks: (1)
paragraph retrieval and (2) entity retrieval. For
the paragraph retrieval task a participating system
should, given a Wikipedia article outline, for each
section in the outline, retrieve and rank paragraphs
from the collection of Wikipedia paragraphs pro-
vided by the organizers. A separate ranking of
paragraphs should be provided for each section of
the article; i.e. for the “Sea Turtle” article, we
would produce 16 separate paragraph rankings for
each of the 16 sections. For the entity retrieval task
a participating system should instead retrieve and
rank entities for each section in a given Wikipedia
article outline. In our participation in the 2017
TREC CAR track, we focused only on the para-
graph retrieval task.

The remainder of the paper is organized as fol-

lows: Section 2 presents the architecture of our
system, Section 4 provides results, which are ana-
lyzed in Section 5 while Section 6 summarizes the
conclusions.

2 The Approach

The paragraph retrieval task of TREC CAR re-
quires teams to retrieve a ranked list of paragraphs
for each section of a Wikipedia article represent-
ing aspects of a complex topic. To address this
task, we developed the Complex Answer PAra-
graph Retrieval (CAPAR) system having the ar-
chitecture illustrated in Figure 2. Given a com-
plex question (CQ), corresponding to a Wikipedia
article title, either from the training or the testing
set, the article outline is provided to the Query
Processing Module in order to produce for each
section of the outline a set of queries, used for
searching relevant paragraphs at testing time. The
search is made possible by the Paragraph In-
dexing Module, which creates a searchable index
of paragraphs from Wikipedia articles. The role
of the Paragraph Search Module is to search
each query against the paragraph index, result-
ing in a list of relevant paragraphs for each sec-
tion in the Wikipedia article outline. Because we
were provided with a massive training set con-
sisting of complex questions (i.e. Wikipedia ar-
ticles along with their titles and tables of contents)
as well as the paragraphs that answered each as-
pect of the complex question (i.e. the paragraphs
from each section of the article), we cast the para-
graph ranking as a learning to rank (L2R) prob-
lem, such that we can produce optimal results at
testing time. The L2R paradigm relies on features
extracted from training data. Thus, the Feature
Extraction Module was used to extract features
from each paragraph and to inform the Para-
graph Ranking Module, which produces a sep-
arate ranking of the retrieved paragraphs for each
section. We considered two alternative Learning
to Rank (L2R) approaches for obtaining the rele-
vance scores of each paragraph: (1) the Siamese
Attention Network (SANet) for Pairwise Ranking
and (2) AdaRank. Finally, a ranking was produced
for each section of the article outline using the rel-
evance scores produced by one of the two L2R ap-
proaches.
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Figure 2: The Architecture of the CAPAR system.

2.1 Query Processing

Searching for relevant paragraphs for each aspect
of a complex question entails formulating a query
for each section/ subsection of a Wikipedia article
outline. In order to facilitate searching for para-
graphs pertaining to each section of a Wikipedia
article, TREC CAR participants were provided a
set of Article Outlines. An Article Outline con-
tains the Article Title and the table of contents for
a Wikipedia article 1 as shown in Figure 1. A sim-
ple and obvious method of formulating a query
for each section consists of considering each con-
tent word from the Section Heading (e.g. the Sec-
tion Heading for section 6.1 in Figure 1 is “Diet”).
However, many Wikipedia articles share the same
heading for sections in their outlines, thus the Sec-
tion Heading alone is not sufficient to specify the
information need for the aspect of a complex topic
(e.g. “Diet” for section 6.1). Nevertheless, a Sec-
tion Heading is not isolated in the article outline,
but it forms a section heading path connecting it
to the title of the article. For example, the section
heading path for section 6.1 in Figure 1 is “Sea
Turtle → Ecology → Diet”. The section heading
paths are unique and thus can express the aspects
of the complex topic and provide means for formu-
lating a query. Our query processing module has
formulated the query for each section using three
stages:
STAGE 1: consider each content word from the
section heading path to generate the query.

1Some entries in the table of contents are removed by
the task organizers. These include “References”, “See
also”, “External links”, and “Further reading”. A full list
can be found here: http://trec-car.cs.unh.edu/
process/dataselection.html

In addition, many Wikipedia article titles have
associated acronyms and these acronyms are often
used in place of the article title in the text of the
article. For example, in the “Cancelled-to-order”
article, the acronym CTO appears throughout the
article instead of “Cancelled-to-order”. Addition-
ally, we noticed that if an Article Title has an
acronym it usually appears in the article’s lead
paragraphs. Lead paragraphs, as defined by the
task organizers, are the paragraphs in a Wikipedia
article appearing before the first section listed in
the table of contents. Since Article Title acronyms
can be expanded by extracting information from
lead paragraphs, we made use of the DBpedia
Long Abstracts corpus2 which provides a mapping
from Article Titles to their lead paragraphs. This
allowed us to design a simple rule-based extrac-
tion of the acronym for the article, if one exists.
STAGE 2: consider each content word from the
expansion of the acronym of the Wikipedia article
title and add it to the query along with the acronym
itself.

In ad-hoc retrieval Raviv et al. (2016) have
shown that incorporating information from auto-
matically extracted entity mentions can improve
retrieval. In addition to containing acronyms for
the article title, the lead paragraphs supplied by
DBPedia function as a high-level description of
the article and can contain entity mentions. The
entities mentioned in the article lead paragraphs
are likely to be related to the article since they are
mentioned in its description. To incorporate entity
information in our queries, we extract entity men-

2Data set can be found here: http://wiki.
dbpedia.org/downloads-2016-10



tions from the article’s lead paragraphs using the
DBpedia Spotlight entity extractor.
STAGE 3: consider each content word from the
entity mentions and add it to the query.

2.2 Paragraph Indexing

To facilitate the retrieval of Wikipedia paragraphs,
participants in TREC CAR were provided with
a corpus (Paragraph Corpus) containing auto-
matically extracted paragraphs from Wikipedia.
Moreover, the Paragraph Corpus contains a set
of automatically extracted entities mentioned in
each paragraph, where an entity is represented
by a Wikipedia article title. The automatically
extracted entities correspond to links to other
Wikipedia articles. However, the automatically
extracted entities in the Paragraph Corpus are of-
ten incomplete since each entity mention is not al-
ways accompanied by a link. We use the DBpedia
Spotlight entity extractor (Daiber et al., 2013) to
extract additional entity mentions from each para-
graph. To make the paragraphs and their entity
mentions readily available to our system, we in-
dex them using Lucene3 version 5.2.1.

2.3 Paragraph Search

The Paragraph Search module is designed to re-
trieve a subset of paragraphs for each query from
the Paragraph Index (containing over 25 million
paragraphs) which can be ranked using our para-
graph ranking module in a reasonable amount of
time. For each query, we search our paragraph in-
dex using the BM25 relevance model (Robertson
et al., 1995) and take the top z results (where z is a
hyper-parameter). Since we use a separate mod-
ule to produce the final paragraph rankings, we
strive for a high-recall retrieval from the paragraph
search. To increase recall, we combine the sets of
results of the queries for the sections in the same
article into a single set, P . The Paragraph Search
module returns this same set of paragraphs, P , for
each section of the article.

2.4 Feature Extraction

The role of the Feature Extraction module is to ex-
tract dynamic features between a section sm in an
article outline and each paragraph p ∈ P returned
by the Paragraph Search module. In Learning-
to-Rank, dynamic features are features that de-
pend on both the query and the document. Re-

3http://lucene.apache.org/

Table 1: Ranking features from section words to
paragraph words (ΦSw-Pw).

Feature Description Dimension
BM-25 1
TF-IDF 1
Dirichlet Smoothed LM 1
Normalized Google Distance 3
Pointwise Mutual Information 3
Total 9

cently, Xiong et al. (2017) have shown that when
both word and entity information is available for
queries and documents, four types of useful dy-
namic features can be extracted that model in-
teractions between the words and entities asso-
ciated with the query and the words and enti-
ties associated with the document. In our work,
queries are derived from Wikipedia article sec-
tions representing subtopics of the complex topic
expressed by the article title. We extract 4 types
of features: (1) features between words associated
with the section subtopic and paragraph words
(Sw-Pw), (2) between section subtopic entities
and paragraph words (Se-Pw), (3) between sec-
tion subtopic words and paragraph entities (Sw-
Pe), and (4) between section subtopic entities and
paragraph entities (Se-Pe).
Section Subtopic Word-Paragraph Word (Sw-
Pw) Features. The matching and comparison of
words to words has been widely studied in infor-
mation retrieval. Standard retrieval models like
BM25 and Language Models (LMs) measure the
relevance of a document to a query by aggregating
scores between terms from the query and terms
from the document. The words representing the
section subtopic are taken from the section head-
ing path (the article title and the section heading
from each section in the path from the article ti-
tle in the outline). For each section subtopic word,
we extract 9 such features, ΦSw-Dw, listed in Ta-
ble 1. A different set of features is extracted for a
word from the section heading (Φh

Sw-Pw), the ar-
ticle title (Φt

Sw-Pw), and the intermediate section
headings (Φm

Sw-Pw), respectively.

Each feature vector ΦSw-Dw is comprised of
three relevance model features (BM25, TF-IDF,
and a Dirichlet Smoothed LM) and two word-
relatedness measures (Pointwise Mutual Informa-
tion and Normalized Google Distance). Nor-
malized Google Distance (NGD) (Cilibrasi and



Table 2: Ranking features from section subtopic
entities to paragraph words. Φ1

Se-Pw refers to
query article lead paragraph features and Φ2

Se-Pw
refers to related entity features.

Feature Description Φ1
Se-Pw Dim Φ2

Se-Pw Dim

BM-25 1 6
TF-IDF 1 6
Dirichlet Smoothed LM 1 6
Total 3 18

Vitányi, 2004) is a semantic similarity measure
based on Google hits:

NGD(u, v) =
max {log f(u), log f(v)} − log f(u, v)

logN −min {log f(u), log f(v)}
(1)

where f(u) returns the number of Google hits for
the term u and N is the total number of web pages
indexed by Google. We adapt NGD to our task by
constraining u to be a word from an article title
or heading and v to be a word from a paragraph.
In this work, f(u) returns the number of articles
with the word u in its title or a contained heading,
f(v) returns the number of articles with the word
v in a paragraph, and f(u, v) is the number of ar-
ticles with the word u in the title or a heading and
the word v in a paragraph. N is the total num-
ber of articles. To compute f(u), f(v), f(u, v),
and Pointwise Mutual Information (PMI), we use
the training corpus automatically generated from
roughly half of Wikipedia. For the NGD and PMI
features, we take the average, maximum, and sum
of the NGD and PMI of the query word and each
word in the paragraph.
Section Subtopic Entity-Paragraph Word (Se-
Pw) Features. The article containing a section sm
represents an entity and the lead paragraph of that
article represents a description of that entity, as de-
scribed in Section 2.1. We will refer to the article
containing the section sm as the article entity and
the lead paragraph of an entity’s article as the en-
tity description. The article entity description con-
tains mentions of other entities likely to be related
to the article since they are mentioned in its de-
scription. We refer to this collection of related en-
tities and the article entity as the section subtopic
entities. For section sm, we extract Se-Pw fea-
tures between the text of a paragraph and (1) the
article entity description and (2) each entity men-
tioned in the article entity description. For each
word in the article entity description, we extract 3
IR retrieval model features (Φ1

Se-Pw) listed in Ta-

Table 3: Ranking features from section subtopic
words to paragraph entities (ΦSw-Pe).

Feature Description Dimension
BM-25 1
TF-IDF 1
Dirichlet Smoothed LM 1
Total 3

Table 4: Ranking features from section subtopic
entities to paragraph entities (ΦSe-Pe).

Feature Description Dimension
BM-25 1
TF-IDF 1
Dirichlet Smoothed LM 1
Total 3

ble 2. For each entity mentioned in the article en-
tity description, we extract 18 features (Φ2

Qe-Pw),
also listed in Table 2. For Φ2

Qe-Pw, each retrieval
model is associated with 6 features because we ex-
tract a separate feature for the average, maximum,
and sum each model’s score using both the entity
name and entity description.
Section Subtopic Words-Paragraph Entity
(Sw-Pe) Features. Entities mentioned in a para-
graph can be thought of as providing additional
information characterizing the paragraph and can
help a reader better understand its meaning. For
example, someone reading a Wikipedia article
might refer to the description of a mentioned en-
tity to gain useful background information neces-
sary to understand the article. Table 3 enumerates
the features extracted between section subtopic
words and paragraph entities. As noted in Xiong
et al. (2017), not every entity mentioned in a para-
graph will be relevant to an arbitrary query so
we only consider the maximum score for each re-
trieval model among all paragraph entities.
Section Subtopic Entity-Paragraph Entity (Se-
Pe) Features. To model the interaction between
section subtopic entities and paragraph entities,
we use features similar to those used for compar-
ing section words to paragraph entities. As de-
scribed above, the article containing a section sm
represents an entity and the lead paragraph of that
article represents a description of that entity. We
extract features between the article entity descrip-
tion and each entity mentioned in the paragraph.
Table 4 lists the features extracted between sec-
tion subtopic entities and paragraph entities. As



with features between section subtopic words and
paragraph entities, we only consider the maximum
score for each retrieval model among all paragraph
entities. We found that extracting features between
the related entities mentioned in the article entity
description (used for Se-Pw features) and entities
mentioned in a paragraph were too noisy and de-
creased performance, so we do not extract features
considering these entities.

2.5 Paragraph Ranking
To create our final paragraph rankings, we trained
two Learning-to-Rank (L2R) approaches: (1)
Siamese Attention Network for Pairwise Ranking
and (2) AdaRank. Given a section sm and a set
of paragraphs P , each L2R approach produces a
relevance score for each paragraph p ∈ P and the
final rankings are produced by sorting P by rele-
vance score.

2.5.1 Siamese Attention Network for
Pairwise Ranking

The Siamese Attention Network (SANet) for Pair-
wise Ranking is a deep neural network that learns
to rank pairs of paragraphs according to their rel-
evance to a Wikipedia article section. Yang et
al. (2016) have shown that deep neural models
utilizing an attention mechanism can be used to
learn semantic text matching functions for short
answer ranking. Moreover, the Word-Entity Duet
model (Xiong et al., 2017) incorporates entity in-
formation using IR features to perform document
ranking. SANet combines a semantic matching
attention mechanism with Word-Entity Duet fea-
tures to learn scoring function that can be used to
determine the relevance of a given paragraph to a
section.

Given the text and features of two paragraphs
along with the text of a section heading path,
SANet determines which of the two paragraphs is
more relevant to the section using the following
four main components illustrated in Figure 3:

1. The Section Path Encoder encodes the se-
quence of words in a section heading path
into a sequence of vector encodings that can
be used to perform semantic soft-matching
against the words of the two paragraphs;

2. The Attention Module determines which
pairs of paragraph and section words indicate
a relevance match and produces a vector rep-
resenting this soft-matching;

3. The Feature Encoder encodes the raw fea-
tures for each section-paragraph pair into a
single vector encoding;

4. The Scorer combines the feature encoding
and the attention vector into a single real val-
ued score φ(s, p) representing the relevance
of paragraph p to section s.

SANet is a Siamese network that shares weights
among the Feature Encoders, Attention Modules,
and Scorers for both input paragraphs.

We train the network by optimizing the pairwise
hinge loss between the scores from the two halves
of the Siamese network:

l(s, p1, p2) = [1+τ(p1, p2) (φ (s, p1)− φ (s, p2))]+
(2)

where [·]+ is the hinge loss and

τ(p1, p2) =

{
1 if p1 is more relevant than p2
−1 otherwise.

(3)

The Section Path Encoder. In order to facilitate
the semantic soft-matching between words from a
section heading path and words from a paragraph
by the attention module, the Section Path Encoder
produces a sequence of vectors, o1, . . . , oN repre-
senting the sequence of words in a section heading
path, ws

1, . . . w
s
N . Each word ws

i in a section head-
ing path has an associated n-dimensional word
embedding, e(ws

i ) ∈ Rn, learned by GloVe (Pen-
nington et al., 2014) on the full text of Wikipedia
that captures fine-grained semantic and syntactic
information about the word ws

i .
However, it is not sufficient to use the GloVe

embedding as a representation for the words in
a section heading path since the same word may
have a completely different meaning depending on
its context (e.g. the word “turtle” in the Wikipedia
articles “Sea Turtle” and “Turtle Ship”). More-
over, if a word is from the article title of a sec-
tion heading path, it plays a different role when
determining relevance than if it were from a sec-
tion heading. To capture this sort of context in-
formation in our section path encoding, we use a
Recurrent Neural Network (RNN) with Gated Re-
current Units (GRU)(Chung et al., 2014) to pro-
duce an encoding of each section heading word
that takes context information into account. We
insert a special delimiter token between each head-
ing of the section heading path to allow the GRU
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Figure 3: The Siamese Attention Network for Pairwise Ranking. The full network is illustrated in (a),
the Attention module is depicted in (b), and the Feature Encoder is shown in (c).



to differentiate between words from different sec-
tion headings. Formally, the encoding for a word
ws
i from a section heading path is given by

oi = GRU(e(ws
i ), oi−1) (4)

whereGRU(·) is the Gated Recurrent Unit activa-
tion, e(ws

i ) is the embedding for word ws
i (or the

zero-vector if ws
i is the heading delimiter token),

and oi−1 is the hidden state of the previous GRU
cell.
The Attention Module. The role of the Attention
Module, illustrated in Figure 3.b is to perform a
semantic soft-matching between each word from
the paragraph text and each word from the sec-
tion heading path using a learned a set of weights,
called alignments. These alignment weights deter-
mine which pairs of words help indicate relevance
between a section heading path and a paragraph,
even if the words are not the same (i.e. a hard
match).

Formally, for each paragraph word, wp
i , there

are N alignment weights αi,1, . . . , αi,N , one for
each word in the section path.

αij =
exp(eij)∑N
k=1 exp(eik)

(5)

eij = vTa tanh (Wadi−1 + Uaoj) (6)

where Wa, Ua ∈ Rn×n are weight matrices and
va ∈ Rn is a weight vector. Inspired by (Bah-
danau et al., 2014), we compose the alignments for
a paragraph word, wp

i , into a single context vector,
ci as follows:

ci =

N∑
j=1

αijoj (7)

We use a Recurrent Neural Network (RNN) to
update a hidden state for each paragraph word,
given the word’s GloVe embedding and its align-
ments with each section path word. The hidden
state di is updated given a paragraph word, wp

i ,
and its context vector, ci, using the Gated Hidden
Unit (Bahdanau et al., 2014) described in the fol-
lowing equations:

di = (1− gi)� di−1 + gi � d̃i (8)

d̃i = tanh (We(wp
i ) + U [ri � di−1] + Cci)

(9)

gi = σ(Wge(w
p
i ) + Ugdi−1 + Cgci) (10)

ri = σ(Wre(w
p
i ) + Urdi−1 + Crci) (11)

where W,Wg,Wr, U, Ug, Ur, C, Cg, Cr ∈ Rn×n

are weight matrices and σ(·) is the sigmoid func-
tion.

The final attention vector representing the se-
mantic soft-matching between a paragraph p and
the section heading path of a section s is given by
a(s, p) = dM where M is the length of paragraph
p.
The Feature Encoder. To incorporate features
extracted between a section s and a paragraph p,
SANet encodes the full set of features into a sin-
gle vector, f(s, p), called the feature encoding.
Recall from section 2.4 that we extract (1) two
feature vectors for each word in the section head-
ing path (ΦSw−Pw,ΦSw−Pe), (2) two feature vec-
tors for each word in the article lead paragraph
(Φ1

Se−Pw,ΦSe−Pe), and (3) one feature vector for
each entity mentioned in the article lead paragraph
(Φ2

Se−Pw). Depicted in Figure 3.c, we compose
each feature vector into a single feature encoding,
f(s, p), using a series of 1-dimensional convolu-
tion operations with 1 filter and a linear activation
(Xiong et al., 2017). Together, the elements of
f(s, p) correspond to (1) each word from the sec-
tion heading, (2) each word from the article title,
(3) words from an intermediate heading, (4) each
word from the article lead paragraph, and (5) each
entity from the article lead paragraph. Formally,
the ith element of the feature encoding f(s, p)i is
given by the equation:

f(s, p)i = vTf Φ + bf (12)

where vf is a learned weight vector, bf is a learned
bias weight, and Φ is either [Φh

Sw−Pw,ΦSw−Pe],
[Φt

Sw−Pw,ΦSw−Pe], [Φa
Sw−Pw,ΦSw−Pe],

[ΦSe−Pw,ΦSw−Pe], or ΦSe−Pe depending on
which of the five fields the features are extracted
from. We learn different parameters, vf and bf for
each of the five fields, as well.
The Scorer. The Scorer learns a function that
combines the feature encoding with the attention
vector to produce a real valued score represent-
ing how relevant a paragraph is to the section.
Formally, the score φ(s, p) for a section s and a
paragraph p is given by the following equation:

φ(s, p) =
[
vTs [a(s, p), f(s, p)]

]
+

(13)

where vTs ∈ R|a(s,p)|+|f(s,p)| is a learned weight
vector.



2.5.2 AdaRank
To test the effectiveness of our features and SANet
we used the learning to rank algorithms from the
publicly available RankLib library4. The best per-
forming RankLib algorithm on the validation set
was AdaRank (Xu and Li, 2007). To make the
extracted features usable by AdaRank (which re-
quires a fixed-sized feature vector), we take the
average, sum, and maximum value of each fea-
ture type’s values. We use the -zscore option
in RankLib which normalizes each feature by its
mean/standard deviation.

2.5.3 Training Details
In this section we describe the training data given
to participants by the task organizers and how this
data is used to train the Learning to Rank ap-
proaches.

To enable machine learning approaches that re-
quire large amounts of data, like SANet, each par-
ticipating team is provided silver-standard train-
ing data (called the “train-v1.5 set”) where only
the paragraphs from a section of a Wikipedia ar-
ticle are labeled as relevant to that section. The
train-v1.5 set is comprised of half of all Wikipedia
articles that meet the selection criteria5, and the
train-v1.5 set is split into 5 folds. Moreover, two
smaller subsets of the train-v1.5 set, comprising
316 articles, are manually selected to provide data
with similar characteristics, types, and structure
as the articles in the test topics. The first of the
two smaller sets is the “test200 set” set comprising
199 articles from the first fold of the train-v1.5 set,
and second of the two smaller sets is the “bench-
markY1train set” comprising 117 articles selected
from all folds of the train-v1.5 set.

To train SANet we use all folds from the train-
v1.5 set (with the test200 set removed from the
first fold) to create our training data, and use the
test200 set as a development set. We trained
AdaRank using the test200 set as training data, and
the benchmarkY1train set as a development set.
However, for our AdaRank submission we trained
AdaRank using both the benchmarkY1train set
and test200 set as training data. For both SANet
and AdaRank we used the benchmarkY1train set
to determine our choice of z (retrieval set size in
the Paragraph Retrieval module).

4https://sourceforge.net/p/lemur/wiki/
RankLib/

5http://trec-car.cs.unh.edu/process/
dataselection.html

In order to train pairwise learning-to-rank
(L2R) approaches, training data consisting of pairs
of paragraphs with different levels of relevancy is
necessary. Since the given training data only indi-
cates which paragraphs are relevant for each sec-
tion, we needed to automatically locate irrelevant
paragraphs to train our rankers. Additionally, pair-
wise Learning-to-Rank can make use of different
degrees of relevancy. To take advantage of this
property, we use the following 4 degrees of rele-
vancy (from most relevant to least relevant):

1 for paragraphs from the correct section;

0 for paragraphs from the correct article but in-
correct section;

-1 for paragraphs from the incorrect article but
having some information in common;

-2 for random paragraphs.

The pairwise L2R approaches are trained by pro-
viding pairs of training examples with different
relevance labels from the set of four labels listed
above. We extracted paragraphs matching each
relevance degree using the following assumptions:
To reduce the amount of noise in our training data,
we ignore any paragraph with fewer than 4 words
or greater than 200 words.
Paragraphs from the correct section. We con-
sider paragraphs that are from the correct article
and section as the most relevant in our training
data.
Paragraphs from the correct article but incor-
rect section. The first set of irrelevant paragraphs
for each section are paragraphs that appear in the
same article, but in a different section of the ar-
ticle. These paragraphs are chosen because, un-
like random examples which are likely to be com-
pletely off topic, they discuss the same topic while
still being irrelevant due to discussing the wrong
aspect of the topic. For example, in the “Sea Tur-
tle” article both the “Description” and “Ecology”
sections are discussing sea turtles, but the “De-
scription” section is discussing an aspect that is
different from the “Ecology” section. However,
we also noticed that some paragraphs from the cor-
rect article but incorrect section can be more rele-
vant than others. For example, paragraphs from
section “6.2 Relationship with humans” of the
“Sea Turtle” article are more relevant to section
“6.4 Conservation status and threats” than they are
to section “1 Description”, since sections 6.2 and



Automatic Lenient Manual
Run ID MAP R-Prec MRR MAP R-Prec MRR MAP R-Prec MRR

UTDHLTRINN50 (z=50) 0.1092 0.0832 0.1672 0.1920 0.2724 0.4437 0.1475 0.1648 0.3426
UTDHLTRINN20 (z=20) 0.1049 0.0830 0.1608 0.1893 0.3048 0.4723 0.1373 0.1713 0.3453

UTDHLTRIAR(z=10) 0.0893 0.0751 0.1351 0.1406 0.2564 0.4844 0.1076 0.1463 0.3283

Table 5: Results for submitted runs on all evaluations using Mean Average Precision (MAP), R-Precision
(R-Prec), and Mean Reciprocal Rank (MRR). Highest scores in bold.

6.4 are both subtopics of the ecology of the Sea
Turtle. To allow the L2R approaches to model this
phenomenon, we introduce pairwise training ex-
amples where both paragraphs are from the correct
article but incorrect section, however one para-
graph shares more sections in common with the
correct section’s section path than the other.
Paragraphs from the incorrect article but hav-
ing some information in common. For this de-
gree of relevancy we have two categories which
are discussed below. The first category is para-
graphs that appear in a different article, but have
the same Section Heading. These paragraphs are
chosen because they are off topic, but are likely
to use language similar to relevant paragraphs.
For example, in the “Description” section of the
“Sea Turtle” and “Dire Wolf” articles the weight,
length, height, and other physical properties of the
animals are discussed. The second category is
paragraphs that appear in a different article, and
have some entity mentions in common. We in-
clude these paragraphs to avoid biasing our learn-
ers toward entity mentions.
Random paragraphs. We include randomly sam-
pled paragraphs from the entire training corpus as
irrelevant examples to ensure our rankers can dis-
tinguish between completely off topic paragraphs,
and paragraphs that are at least partially relevant.

3 Overview of Runs

We submitted three runs to TREC CAR 2017.
All three runs use the CAPAR architecture, but
use different Learning to Rank relevance mod-
els (SANet and AdaRank) and different values of
z (the initial number of documents retrieved for
each section in the Paragraph Search module). An
overview of the runs is presented below:

1. UTDHLTRINN50: This run used SANet for
relevance scoring with a retrieval size of 50 in
the Paragraph Search Module (z=50).

2. UTDHLTRINN20: This run used SANet for
relevance scoring with a retrieval size of 20 in
the Paragraph Search Module (z=20).

3. UTDHLTRIAR: This run used AdaRank for
relevance scoring with a retrieval size of 10
in the Paragraph Search Module (z=10).

4 Results

The results for CAPAR in the 2017 TREC CAR
evaluation are summarized in Table 5. Three eval-
uation protocols are used to evaluate the para-
graph retrieval task: (1) automatic evaluation, (2)
Manual Evaluation, and (3) Lenient Evaluation.
The automatic evaluation uses silver-standard rel-
evance judgments that are extracted the same way
as in the train-v1.5 set (i.e. relevant if it ap-
peared in that section of the article, assumed ir-
relevant otherwise). For the lenient and manual
evaluations, the top 100 results for participant sys-
tems were pooled, and judgments were created
by National Institute for Standards and Technol-
ogy (NIST) judges assigning each paragraph a
score of 3 (MUST BE MENTIONED), 2 (SHOULD

BE MENTIONED), 1 (COULD BE MENTIONED), 0
(ROUGHLY ON TOPIC), -1 (NON-RELEVANT), or
-2 (TRASH). In the lenient evaluation a paragraph
is considered relevant if it is determined to be at
least ROUGHLY ON TOPIC. However, in the man-
ual evaluation paragraphs are only relevant if their
relevance is at least COULD BE MENTIONED. For
both the manual and lenient evaluations a para-
graph is considered irrelevant if it has not been
manually assessed for relevance.

Clearly, the runs 1 and 2 using the SANet rele-
vance model perform best on the automatic evalu-
ation, with UTDHLTRINN50 slightly outperform-
ing UTDHLTRINN20 on each evaluation met-
ric. This is not surprising considering that the
two neural models were trained on substantially
more training examples with the same automati-
cally extracted judgments used by the evaluation.
However, the two SANet runs also outperform
AdaRank in the manual and lenient evaluations,
as well in 5 of the 6 metrics. Interestingly, while
UTDHLTRINN50 outperforms UTDHLTRINN20
in each metric for the automatic evaluation, UT-
DHLTRINN20 outperforms UTDHLTRINN50 in



both R-Precision and Mean Reciprocal Rank for
the lenient and manual evaluations.

5 Discussion

Complex answer retrieval is a challenging task
and it is clear from these results that further
research is necessary to address its complexi-
ties. The evaluations suggest that the semantic
matching performed by SANet’s attention mod-
ule allows SANet to outperform AdaRank. Inter-
estingly, providing the Paragraph Ranking mod-
ule using SANet with a larger set of paragraphs
to rank (UTDHLTRINN50 vs UTDHLTRINN20)
increases performance on the automatic evalua-
tions but decreases performance on the manual
and lenient evaluations. Moreover, the recall of
the Paragraph Search module’s top 50 results is
0.4906, hindering the theoretically achievable per-
formance of the final rankings. This suggests that,
improved Query Processing and Paragraph Search
are necessary for complex answer retrieval.

While the SANet Learning to Rank approach
outperforms AdaRank according to the evalua-
tions, SANet struggles to correctly score some
paragraphs for several reasons. For example, con-
sider the “Wine” section of the “Aftertaste” ar-
ticle with the section heading path: “Aftertaste
→ Foods with distinct aftertastes → Wine”. The
4th top result for this section produced by CA-
PAR using the SANet relevance model is the para-
graph: “The aroma of Morbier is strong, but the
flavor is rich and creamy, with a slightly bitter
aftertaste.” While this paragraph contains a de-
scription of the flavor and aftertaste of “Morbier”,
the system fails to recognize that “Morbier” is a
cheese, not a wine, causing the paragraph to be
irrelevant. The inclusion of knowledge resources
could help to address this deficiency. We exper-
imented with an embedded knowledge graph cre-
ated from Wikidata6 with graph edges correspond-
ing to Wikipedia links removed (since resources
utilizing Wikipedia links were forbidden for this
task). However, without links from Wikipedia it-
self, the Wikidata knowledge graph did not im-
prove performance during validation.

Another typical cause of errors made by CA-
PAR is that it can rely on word matching for rare
words. For example, for the section path “Dis-
turbance (ecology)” → “Criteria”, relevant para-
graphs describe the criteria of an ecological dis-

6www.wikidata.org

turbance without saying the actual word “criteria”.
The fact that these paragraphs describe criteria is
implied, though not explicitly stated. However,
the top ranked results for CAPAR contain explicit
mentions of the word “criteria”. Future work may
benefit from modeling this sort of implied rela-
tionship between a section heading and a relevant
paragraph.

6 Conclusion

The CAPAR system performed at its best when
the paragraph ranking benefits from the Siamese
Attention Network (SANet) for Pairwise Rank-
ing. The evaluations suggest that the semantic
matching performed by SANet’s attention mod-
ule allows SANet to outperform AdaRank. Inter-
estingly, providing the Paragraph Ranking mod-
ule using SANet with a larger set of paragraphs to
rank increases performance on the automatic eval-
uations but decreases performance on the man-
ual and lenient evaluations. While the learning
to rank based on SANet outperforms AdaRank, it
still produces errors. This indicated that additional
research is required for paragraph retrieval in re-
sponse to complex questions.
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